
Numerous bioinformatic tools are avail-
able to assist in the analysis and inter-
pretation of genomic nucleotide
sequence data. Each tool provides valu-

able pieces of information, which aid in
the identification and characterization
of functional and organizational el-
ements, but none of these tools covers 

all aspects or is absolutely accurate.
Therefore it would be very useful to
compile the findings of different single
programs, along with their hetero-
geneous output formats, into one 
homogeneous set of data. Viewing this
data set in a graphical display with the
detailed analysis results just one mouse
click away would make it easy to
retrieve the essential information and to
get a comprehensive survey of large
stretches of genomic sequence.

To reach this goal we have devel-
oped the tool RUMMAGE which pro-
vides an automatic first-pass sequence
annotation. RUMMAGE runs a set of
diverse analysis tools (Table 1) on a
given input sequence in FASTA format,
parses and filters the result files and
summarizes the findings in a standard-
ized tabular format, the ‘feature table’.
This table forms a standard interface for
several conversion tools and can be
translated automatically into ASN,
GenBank, AceDB and HTML format.
The latter is especially convenient and

allows scientists and
sequencing centres to
present their anno-
tation results in tabu-
lar and graphical
form on the Internet.

As visualization of
the RUMMAGE
annotation results is
based on standard
HTML, the results can
be viewed with any
conventional Internet
browser on any con-
ventional computer
system that is con-
nected to the Internet.
For convenience, the
browser window is
split into three frames
(Fig. 1). The ‘navi-
gation frame’ shows
the table of contents,
providing direct access
to the graphical map
and to each underly-
ing table. The ‘main
frame’ shows the visu-
alized data or a user-
selected table. The
data are presented as a
dynamic map, which
includes convenient
features such as zoom-
ing in on a desired
position or fading out
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TABLE 1. Components of RUMMAGEa

Composition Ref. Exon Ref. Homology Ref. Validation of
and repeats Prediction and motifs matched expressed

sequence tags

LCP (local GC contents) 2 GENESCAN 4 BLASTN vs 10 EXONSAMPLER
CPG (CpG islands) 3 GRAIL 5 GENEMBL
REPEAT Maskerb MZEF 6 BLASTX vs 10 EST2GENOME
(human, rodent) FEXHB 7 GENPEPT

INVERTEDc XPOUND 8 DPS vs 11
(inverted repeats) tRNA_SE 9 TREMBL

TANDEMc PROSITE 12
(tandem repeats) PROSCAN 13

aRUMMAGE is a software package that incorporates the most sophisticated sequence annotation tools and compiles a
homogeneous data set, the feature table, which can be transformed into a format of choice (GenBank, AceDB, HTML).
bA.F.A. Smit and P. Green, unpublished. REPEAT Masker is available at http://ftp.genome.washington.edu/cgi-bin/
RepeatMasker
cInverted repeat and Simple repeat search tools are in the AceDB package (version 4.3). R. Durbin and J. Thierry-Mieg,
unpublished. Available at http://www.acedb.org/
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FIGURE 1. Internet presentation of RUMMAGE results

The RUMMAGE results can be viewed with any conventional Internet browser on any computer with Internet access. For convenience,
the different types of information are displayed in separate frames.



unnecessary results. The third frame, the
‘info frame’, displays detailed infor-
mation on any desired object, selected by
a mouse click. Clicking on ‘align’ within
the RUMMAGE output table, for exam-
ple, displays the actual alignment of any
selected genomic region with the corre-
sponding expressed sequence tag (EST) or
cDNA. Of course, all other types of align-
ments and database matches can be
viewed within this info frame.

The performance of the exon 
prediction programs integrated in RUM-
MAGE is exemplified by a 620-kb con-
tiguous sequence from human chromo-
some 21 (Ref. 1), containing eight genes
with 84 exons. As the graphical output
of RUMMAGE in Fig. 2 shows, none of
the genes was missed and 90% of the
total number of exons have been identi-
fied (Table 2). Two out of the eight
genes were predicted completely,
although a few exons were missed in the

remaining six genes. Two of the eight
genes were unknown until this analysis.

Any exon prediction program pro-
duces false-positive results, which can-
not be recognized easily when only a
single program is used. However, the
integration of several exon prediction
tools in RUMMAGE leads to an easy
discrimination of false-positive predic-
tions, as these tend not to be clustered;
that is, the probability of several pro-
grams predicting the same false-positive
exon is extremely low. Conversely, true
exons tend to be identified by three or
more prediction programs (Table 2).
This leads to a clustering of hits, which
can be recognized on the graphical out-
put at first glance, so the user gets a very
quick impression of the gene content
within a given region of DNA.

There is no principal limit concern-
ing the length of the sequence to be
annotated. The constraints that are set

by some of the integrated programs are
overcome by splitting the sequence into
pieces of appropriate size and fusion of
the resulting data after annotation of all
pieces is completed. Of course, total 
calculation time increases with sequence
length. Given the current set of 
integrated programs and the currently
available computing power of our
UNIX cluster, RUMMAGE analyses
approximately 20 kb h21.

RUMMAGE is very flexible with
respect to hardware requirements and
the kind and number of the integrated
programs. As to hardware, RUMMAGE
currently runs on a cluster of four Sun
workstations and ten PCs, with LINUX
as operating system. As RUMMAGE
makes intensive use of the commercial
local sharing facility (LSF), integration
of additional computers can be done
easily if more processing power is
needed. As to software, the integrated
programs are updated regularly and
new analysis tools are integrated as
soon as they are available. Each pro-
gram is triggered by certain parameters,
like stringency values or cut-off limits.
The default values of these parameters
can be viewed within the RUMMAGE
output by following the link
‘Annotation parameters’. On request,
these values can be changed and
adapted to the needs of the individual
user. Currently, RUMMAGE is adapted
to annotate genomic DNA from three
species: man, mouse and Fugu.
Adaptation of RUMMAGE to other
organisms is in progress.

Since the RUMMAGE annotation
service has been available on the
Internet more than 40 users from all
over the world have processed approxi-
mately 180 jobs on this system, encom-
passing around 60 MB of genomic
DNA. Encouraged by the predominantly
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TABLE 2. Performance of RUMMAGEa

Gene Actual Identified exons
number
of exons Total Using 3 or 4 programs Using 1 or 2 programs

DSCR2 7 6 0 6
WDR9 41 39 21 18
HMG14 6 6 4 2
WRB 5 4 2 2
C21orf13 10 10 4 6
SH3BGR 7 5 5 0
B3GALT5 3 1 1 0
IGSF5 5 4 3 1
Total 84 75 (90%) 40 (48%) 35 (42%)

aRUMMAGE exon-prediction performance as exemplified for a 620-kb region in 21q22.2–22.3. In total, 91% of the exons
belonging to the eight genes located in this interval were identified by the combination of four exon prediction programs.
Six of the genes (DSCR2, WDR9, HMG14, WRB, SH3BGR, B3GALT5) are known structures with 100% identity to described
mRNAs. By contrast, C21orf13 and IGSF5 are novel genes. Exon predictions for C21orf13 are supported by expressed
sequence tag matches, whereas IGSF5 probably would remain undetected without exon prediction on the genomic level
because of lacking any significant similarities to coding sequences in the databases. Note that the programs predicted
the exact number of exons for HMG14 and C21orf13. Subsequent confirmation of the two novel genes by RT–PCR
experiments have underlined the performance of the gene prediction approach by RUMMAGE. 
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FIGURE 2. Graphical output of RUMMAGE

Each row represents the hits of one single program. The number of kilobases are shown in the centre. Because of the clustering of hits, the presence of a gene can be
detected easily. For each hit, detailed information is available by a mouse click. Furthermore, the user can zoom in on any desired position and fade in further results.
Gene names and blue bars are not shown by RUMMAGE and were added to emphasize the clusters of hits.



positive feedback from these external
users, we recommend our RUMMAGE
annotation service to everyone who
wants to get a quick and comprehen-
sive overview of genomic sequence
data.

The RUMMAGE Sequence
Annotation Service is available at
http://gen100.imb-jena.de/~baumgart/
rummage/register.html. The URL leads
to a registration form that has to be sub-
mitted before the first use. This is 

necessary to provide a user-specific pass-
word, which ensures confidential treat-
ment of the sequence data and 
the corresponding annotation results. As
soon as the password is assigned, each
user may run as many jobs as desired.
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Expressed sequence tags (ESTs), intro-
duced by Adams et al. in 1991 (Ref. 1),
are a rapidly growing resource for
analysing genes. Although ESTs might
be of low sequence quality they are use-
ful for detecting new genes, determining
the genomic structure of a gene (such as
exon–intron boundaries and alternative
splicing sites)2 and for gene-expression
studies3.

Because EST sequence information is
highly redundant, a single gene might be
covered by thousands of ESTs, each rep-
resenting different parts of that gene.
There have been several attempts to
simplify the analysis of specific genes by
clustering sequences belonging to the
same gene4–6, resulting in, so-called,
gene indices. Some commonly used gene
indices are Unigene (Ref. 4) at the
National Center for Biotechnology
Information (NCBI), the Institute for
Genomic Research (TIGR) gene indices5

and STACK (Ref. 6) at the South
African National Bioinformatics
Institute (SANBI). The Unigene and
TIGR gene indices differ mainly in the
clustering strategy used and presen-
tation of cluster-related information7.
Clusters of TIGR gene indices are sum-
marized by a database of consensus
sequences each reflecting a single tran-
script. Additionally, the relative order
of sequences within a cluster is sketched
roughly. In contrast, sequences in
Unigene are clustered less stringently,
such that alternative splice variants fall
into the same cluster. Sequences derived
from the same clone also may be clus-
tered, based on their annotation. The
Web presentation of Unigene at NCBI
has extensive links between clusters and

related information, such as mapping
data or protein homologies.

Generation of gene indices
We have developed GeneNest (http://
www.dkfz.de/tbi/services/GeneNest/index),
a software and database for automated
generation and visualization of gene
indices.

Generation of the GeneNest gene
indices starts either with a database of
sequences extracted from the EMBL
database or from an already clustered
database of ESTs from Unigene (Fig. 1).
All sequences are subject to clipping,
based on an extensive quality check. As
a result of this step, repeats and vector
sequences as well as low quality regions
are masked. Similarities between these
‘cleaned-up’ sequences are then de-
termined using BLAST (Ref. 8) and
sequences are clustered if a near-perfect
match extends over at least half of the
shorter sequence. Sequences in a cluster
are assembled in order to determine
their relative positions and to obtain a
representative consensus sequence. A
cluster might be split into several con-
tigs, each reflecting a group of
sequences with global similarity. Such
contigs are often caused by alternative
splicing, ESTs derived from hnRNA 
or other artefacts such as chimeric
sequences. In a final step, a Website 
presenting all these data is generated
automatically.

In some projects, in particular 
for Arabidopsis thaliana, genomic
sequences containing coding sequence
annotations have been treated as poten-
tial genes. This strategy increases the
number of sequences contributing to a

gene index drastically, compared to
Unigene or the TIGR gene indices, and,
thus, also leads to an improved cluster-
ing.

Querying gene indices
The usefulness of a gene index depends
strongly on its accessibility to the user.
Most frequently, privately generated
sequences are compared against the
gene-index database. To this end,

GeneNest: automated generation
and visualization of gene indices
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FIGURE 1. Generation of
GeneNest indices

GeneNest is a database and software package for
producing and visualizing gene indices from
expressed sequence tags. The processing steps
involved in the automated generation of gene indices
are shown.
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